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Abstract
With the rapid development of large language model (LLM) technology, the demand for processing long-text inputs has

been increasing. However, long-text inference faces challenges such as high memory consumption and latency. To
improve the efficiency of LLMs in long-text inference, a comprehensive review and analysis of existing optimization
techniques were conducted. The study first revealed three key factors that affect efficiency: the first is the huge model
size, the second is the attention mechanism operation with quadratic computational complexity, and the third is the
autoregressive decoding strategy. These factors together restrict the overall performance of the model. Subsequently, a
taxonomy was proposed, categorizing optimization techniques into model optimization, computation optimization, and
system optimization, with detailed introductions to key technologies such as quantization, sparse attention, and
operator fusion. The research results demonstrate that these optimization techniques can effectively enhance the

performance of long-text inference. Finally, future research directions were outlined, emphasizing the importance of
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further optimizing LLMs for long-text inference to meet the growing demands of context length.
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H LLM BRI 9 — A~ 2 B #s NAS [A] 3,
Ff A one—shot NAS K R m Lt 1t
A, NAS (R —R LR, BFHEL
(TN ZE— MR RIS, H it —L
TAER S TAEF NAS B 248 2% LLM 45
IR NAS A B, SCERPHE 1A AN TR
Bl Zrmdeir, B SH A=A TE
RokfE SR, X7 A LR K #
R, IF HA T B R Bk T
SEBRIIN
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T ge i 4 7 HoAfth = 2 LLM B4 %
BT 5 A 44 Transformer 2244 {4
w, ZMEARE S E R (structured
state space model, S4) PIE TR &SR]
fEi% (state space model, SSM) & EEf,
FLAd H E5 A A AR A a3 (8] 7 R A P A\ F
FIRI A Zh 2, KK P HIAE 55 1 & 2t
MBI Zet, AT o R0 A BE A B B AR AT 55 o
RS BB AR F2u A, Fi e
% v U R AT R, T AN
% Transformer ARFEAR 2 5 B R AL
fil o 0 fC8g g ) R 1T (memory-
augmented
Mamba) "h@E—Fh 45 G T IC LI SR ALE 1
FRE R A, H O SIA—1
42 ey B0 AL A He S A7 A P A% i KRR AR A
B, AT ES A AN T2/ E
EREAE . XFE, Mamba REMS i 5 (%
TR TFHE, (R PR B 4 42 < B 2 R 1 B
1o TEIRMIALEEE (recurrent weighted
key value, RWKV) f##IHE —FRhgh &
RNN 1 Transformer HLH FET R ZE4T , &
fE % B RNN 1912 {2 #8 71 #1 Transformer
AR . RWKV BERDE Transformer [
AR W 25 F 5] AN RNN Hr, (g 455 780 A] DL G
RNN —FEB A AL B A P51, RIS ORER T
Transformer HR # b7 30E B RETT -
xLSTM"™ & —Ffiar I LSTM 24, B 1
FHEF A ZE M 4G ZRA LSTM I B B4 12
SR, He#it 7T R LSTM 48
A, 4381 sLSTM Ml mLSTM, sLSTM
FJIANTHRETEMFT AR GHEAR, o
PFLSTM &3] H A7 i P 5 5 mLSTM #%
LSTM HIiCIZ BT MRS R B FE [, 2
VAT R, HFSIAT WOy 22 B AL,
fE mLSTM ATLASE @& FF4T. #sLSTM M
mLSTM £2 ol B B 2= B v, A9 il 7
xLSTM Z#4 , Feng %" i@ iF M GRU,

broadcast attention,

LSTM 2R 17T A M B & AT LART IR AR
W, DAR T Bont i HE YO B 1 20 SR U =X
LT GRUFMILSTM, SKESHEEDH
HAEIFATIZ 0 minGRU F1 minLSTM,

21.3 HBIES

TP R R R AR 2 3

B EE [ R R AR R AR 1 S T
TRk R AR ARG B (a0 A 32 (737 A 8L
B 8 AL EERL) (IR B AR IE R N
Wb B RN, (HS AR A e R
RN ERK, RHNENEEERT
PRI AL S5 (E . GPTQU & —Fgr
il E sy, HO 2T EE
B R ZEHITHR/IMOIE, Bdig
2 AT S HOIT 5 A0 R SRR IE B
WG HIZE, XFER LU B> RS 4
(AR BE 328 o LLM.int8() OV I 5K & ¢ &
10, W56 B3 Bk AU R A7 1] E A0 41 ] £ P
SERFRFA, SR JE X RS RS R
A — 0 BRI AR . R,
o TR A 2 P (AT R A S L
HoAh 2R ), Ok B RS A 32 (3% X
o T R AR AL A B A R AR D X A
U RO, B eI IR B AE 324
T RUARE A AR S M 2 4P RS B, TR
Sk RZME RS EIFEH.
Squeeze LLM"T0 13X 21 84 H AR AIF 24 5 12 X
H SR BOMVE Ry — /N P, L AR 4
FEWMESR — T2 50, AR5 R B W B 46
Vo ADRS B[R] B A 2 JEL R 3 8 [ AL
AW QUELK B BEARFIE AL B E AT EHE
Fr ) AR B R R AR 4R B R B SR, B HE
R AF 2t B th o M BT B2, R E TR &
R EE R AL, AR B R ARRAE 4R B Ay 8 (L%
B, BORRREAEREOR B 3247, HHETRENS
7 SR SR AR L I R T R
WA LLM BRI K, KV Cache W #i
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AR

R3S FEARBEERALLR

s ' Fy S (IES HEHE A AR REE Al
GPTQ™! 20224F th th i th e B B
LLM.int80" 20224 i e T {18 ] 5] [
SqueezeLLM"? 20234 i [ & H iy e i
= (4 AWQH 20234¢ [ B Ciei Befik = =1 =
KIviH 20244F i ] G i3 B B i
MiKV® 2024 4F e H 23 i i H ]
FlexGen®! 20234 i 5] B % B B B
MiniLLM® 2023 4f 5= = B B T s B
GKDP 20234 5 L [ t [ 5] [
HIRZRE MCKD"® 20234F ] B B H B B B
Lamini—LM® 20234F H G e A% el ol
LLM-Neo™ 2024 4 tf1 i s 1 a8 B i

2025067-11

RESNAlIFe e SR oS e AN
FARMIFHAFIRT KV Cache, KIVI'jE
i SE I R IR P B R R4 R R 2 T
E 55 B B R R AE A B A /D, TR )
FE W FRE B 1 43 1) 8 T 9 1 0 A0 R IR
token gk, B LLM SEACEARKE RS 247
O, W RO R OR 2R R
MiK VPO i o+ B = ) o HUE M h & —
FIRA (5 Z w4230 H,0 2600) 17720
FHAAKT EEN token, AT EE token
FEORS FE N 32 A i, Higx token MIE AL
B FlexGen®!' ¥ KV Cache R B4
WA, KRR EE M b T A,
HAHEANWEESH R —E, AT
R R,

HUIR 25 R 45 19 2 R I 06 i B K Y
LLMAERZmREE R, SR 5 BRIl 25—
BN LLM, KX A /N LLM AE 8 7 42
F R 22 5] K LLM &R, 2R JE F /i
LLM A A LLM, XFEREAS DL =20 /I
LLM k58 K LLM W& 81155 . HIHZE

WA H SRR ZE I 5 R A MR R

S AR 2R 48 A% 7 [A] F1 200 A% T g o
[ AL A Ay B . Mini LLM©VEE 3k
AR T BB L, BRI AR E
7o - A ¥ (Kullback—Leibler, KL) #{
JE B0 IS A A TR AL 1 5 1] KL
R, AT $2 i K SO A BRI B R B
GKDPIGI N T ARz, HARALR
W — 4 e A, R R O
F oK 8 A ) R A, AR B AR R B T
A Bl gr2gd: . 50 E IR AR AR
A, GKD #7224 U 2 (8] i 224X
RO BRBL, 257 A B = L 0T 43 A 1 3R
KRN, XSMA M. BEMIRE e
S i A TR ) A A1 R i HE 3 A R T
BN ERZR B T v o HAAUE F T 2O
RSB e A 55 SR St A A,
H 2 5| o AR AR B 22 5] S AR B (1 2 4K
fE7) . MCKDWMEH T 2 b B E AR 7%
T8 DA /N AR SO AR 2R R R R, &
B A SR AR SRR LLM A ARARIC AL
PR RN AR AE s SRR TR IR AR ZE IR I
M B, FE DM FRICEURE AR 22 4 X
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YN — X 2 AR, IR A
AR B AN LT 43 DX AR I P R 0 1 £
FR% . Lamini—-LMP5@ it £ R0 TG 4 5
e P M AR ASERL DT 2% ST S A AL (1 4
AROARETT, X ELEE T TR e W IR SRR
T, {5 AR AR AR B R PR R IR TR
Ko FIHRZERMAVCERE 5 A AH R e =X
LLM~Neo®™ ¥ I Bk 73 i 42 Jld 31| 197 e 1
o, DASR R AR R

2.2 &k

LLM K SCAHE W 0 1T S0 A0 2 B AR o
FE3ANTTIE . HATE . WA Ak 5
BT BB . FRAT R EE T 5 h
HARIEAT . WARLIFATRIIKR I T, N
VAR A AR LA A ORI BB R o 3158
R FE 57 il & A sh A R

221 17

FRAFFHATRIE AT LS4,

WHR AT EZ H 20 P LLM 4
IR o B R ER AR R e 2R o3 A T4
e 7y B AE 2 A GPU L, [\ I 72 A
GPU EjE — MR EIA, 28521 GPU

] I FF I HRE iy . S A0 EL R T 4708 T
MZREms, RHSHERS S
(parameter server) PUHEZL | ik N K
et T o A NIRRT EOR, HIEZHNLE
b WO HE AT M W, R Ring
AllReduce 1y E 775X,

AL IAT 4R B & R I ] 3 4,
A GPU R EERIN— 52, JURE
—/GPU IR E, HatEaT™—4
GPU 4K 7H 55 . GPipelnf & 2 1 iH 5%
=N E R, HERI MR K,
GPipe 2 MR bl AR 11 5L B EKE L= W %% 73
KA, SHPAE—EELENER. &
BB, GPipe &% batch X
43 B M A A SE AR (micro—batch) ,
FE MR & Z A E T oK . A5 A%
VTR, AR R B R T A
TRIAMERR T AR 2 HOTE R, Bk
EUT A MA AR B RR FE 2Rk, R
HATEFRITAIER&EYE S,
DAPPLE"Y 2 — A [a] 45 43 An I R HEZR
BEE T R DNN A B £ 8 47 A
AR, R T R e HE %
PRAES5, ARSI T 47 i AH R BT 0] 4% 175
(557 A I BOE A7 . X EE GPipe (193 &
Ml#, DAPPLE AN @&—MEAT A M4

&4 FEFHTEELER

Paps 5% HhE AR OBE gk mREd RIS Gk
S Parameter Server!™ 20134F Hh e =i i e L= el
HAEIFAT _ L N N L N N L

Ring AllReduce™ 2017 4E b5 5 = s = = g
GPipel® 20194 i =2 =2 % ey =2 i=a
WKEIHAT DAPPLE!! 2021 4F = Lo = i ] H =1
PipeDream!*? 20194 =2 fi=a Eord=1 i g Eard=n W
Megatron—LM!%! 20194F = h F=n % W H =
SRAEIFAT Colossal A 2021 4F: & & & = i g =
Low-bit Communication® 2024 4F = H = i W g H
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LYK (mini—batch) , T A& 78 I 46 A
AT KA mini-batch (K < M), MITRETL
WA T, TR 20K P A7 58 P o s o
HR, 2 HE—> mini-batch (AT [AI (£
BhiE, BEERE—DMREERE, CIRIE
S Ie 4% 4% 7T AR BT P4 T o PipeDream!*® 4]
HEH R T — 81— 5 (one forward
pass followed by one backward pass,
1IF1B) FHA7 IS, i =X a2 Bk
A7 BT 0] % 7 0 B2 1] 4% 478 ok S B v 20T L
EIFIBALEI T, w/f it 55 e ik /A8
BT, XPRITRE A ORI B
F AL AE SR, TR A7 R 2R

SKEIFATIR R A m] P 4,
B H) 5 — B o, EA R H GPU
b, 5Bt EHFEZA GPU &5
%o Megatron—LM M 2 L7 5 A HLi
AL BEER[H GPU it &, £ 2
1AL (multi-layer perceptron, MLP) &
W 3@ i B AT AT IEAT I S B
F, RN R OLEE SR E (i
all-reduce), B(CEEHH. R0, MHT
MKk S TR R 1 sk s )T AT, R R4
THREIAE SRR A R WO E. I,
Colossal AI'MSZHL 7 Z4EsK B IFAT, 4341
M2, 2.5, 3X3PYEEREATIFATIHR . H
Hh 2 A4 (1) 2 [ IS VR AL R O (B 2
AT 3o 2.5 4EFFATRE T B 2 O AL T g ok

P 2 4E AT A, 3 4ETRAT IR R A
AU R B HEAT T S 40K B 9 R 43 o Dong
SIS R BE A S5 %5 LLM BUBCR Wi A,
KETFESMEEZES L, SEEEK
ARRARIGIN, A AT 32 AR bR E (S
(low—bit communication) , ]/ i 15 4F
TEFR R —8C R E, AT T —F&A
T, ZIT R EEE N 16 AL
4.240, WA T ILFITA G ERE,

222 HEFEHRKLALEE

ANE AT SR RS T R 5 .

ik (tiling) S&—MEENEA, B
FER RIS AT 55 3 e S AN, 98
FEVT (R AR N IR 7 sh i F 48, AT
LR EA#E . FlashAttention ™ 3@ i 43
Beit B 170 AT AL SR s, 35 k2>
THEEAMSI RN ETT I e
MAFERE S PO B S 247 (A GPU [
HENAE) Y, BT E P IR T R
e NI () 42 )5 AT, DT AE A e 271 4 T R
SCHLT R B A EAR W N A S
LongLoRA™IFE E NP IS HEIAT
LoRA J7 ¥, JF&i&m Pt EHoR, BT
PR A G U ) 5 5K o 8 SR D 480 00 4
41 (shift short attention) #Lf, K=
AR HBGE A S HAIT R, I 5 PSR

RS NAABFHEIIEALR

4326 B3 Ay HoRE BIES KR %N Ay RWEME Al
FlashAttention®® 20224 =] = = =8| L= =2 =2
ansie LongLoRA®! 2023 4F =8| = =a =8| f=a = =
MLC LLM®% 2023 4F i =1 = 1% L= =1 =
LazyLLM© 2024 4F. Hft & & Hft g g =]
TREL CoAl® 20254 = W = el = e =3
PRESERVE!™ 2025 4F & =1 [ H B s B
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O F55 4 4B 41 18] A (% B AR = MLC LLM®
WPt F s AR, D T X
R AKE R BAMETFR K, i AR
TITREMANFHEAE, BFH TVM 4

VAR IOOUCRE ST, SCBL T v A 43 e S
T NAFHLI o

Tl B AR A T B e T 4 T o A A A
SRR SE R, BRARN AT ZE, M
TR, Lazy LLMO @ i 5 28 % #2 5
B token 40 Heit ST, B SR
Wrd R, BFHMEEAR, #armEmt
HELOCHE token I RR SRS, AT IR A A i
FETEE . LazyLLM A5 AT Aux Cache
HUH, FFREBBTRL token B S IRZS, LA
AR 3% 2 token, CoA (chain—of—
CE BRI IE, EE2A
LLM Z [AF] H B 288 5 #4715 BIE R
O, E R E R, AT
Qb B Ay B SR AT D K SO S W HR
HEIF44, PRESERVETYH AU FE x4
AL EWNTFEE R, R TRETE
RIE(E#1E . PRESERVE 4 IR BT
s, JFAE g v N AE T L2 Z A7 10 6
W, DA R R A A /INAS I I T S
BB, ARG IR A7 B

agents ) !

223 HEEIRKEL

R I NI 7 W N Y W 7 s a7 NP S =
W6,

LLM i i & H 4 2 S
., BXEEFSIFRATR, EgiiRd
BN AR R A, BN T SR R,
b wtgeE =M T R Rt A (operator
fusion) HEA . FF G 3 2R E K
B Z MBS R FEIF AN, X
PAE T 2AERAT T, SRS
EA—REERNF. BFRE e 5E R
D [a) 5 R B E LS, b NAETT ]
WAL, & m R
FlashAttention ™ 3 A 39 52 7 B /E i
B (BEEMESERAEMEHER, Softmax,
R EEESEEEERE) fah
—AETF, PR B ERIESE
A O AR 22 B, DATI S 56 2 A N 3
F 44 . FlashDecoding!™ @& 7 fF
FlashAttention By 5EA I, [y 75 1 4H 4
FEHEWT I A —4T, X GPU M HZRAEH
Ko BUICEARHE . (BRSNS,
SR FlashAttention FRAT 15X 26/
B R SR, BRI RIX LNt
BEEE S0 RO R O B 4 55 R .

&6 AAHEBIEELR

Vo 0’8 fEfy =253 pVES K B ARt RN AT
FlashAttention™ 2022 4F = = =n i =0 =n =
FlashDecoding'™! 2023 4F- Lod=n = r=n =8| Lod=n e =

kA FlashDecoding++" 20234F = = = 2] 5w B =
Atom™ 2024 4 H [ & fi% i) B g
RPTQ™ 20234 H g ] M L B B
DeeNERT!™! 20204F H = g & g 2 [
SRR Vocabulary Pruning™ 2024 4F S8 T = =8 B S E
EE-LLM™ 20234 = = =1 i = = =1
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FlashDecoding++" g — & L b 7T
BHEN/NEWNERED
T Softmax R AR S G — 1 i KM,
PN 52 7 AN /] 43 B Softmax bR #1455
[F] 207 R A A 45 o kb, HA A STAR
e W OUAL BRI T7 AT BB SR AN T
FLFAS, O g E A S ok 9
DX EeTRA BN, EAGEAE S EA R
RSB, TiX kAN B A
Atom" V¥ gk B Al B R0 I e v B T
G, HEET R SR,
RPTQ™Mb R HF AWQ —FEEHE 7 E
KHITIRGHE RN, (B2ICHR[74145 1
BRI RIS, Ntk EHE
FRAFESLLMHAMEENMEFRE, 4
BEIENA RS, BFES R EAN, &
B 5 1] Je sk BOR HE S L

A EIE (dynamic early exit) FAR
A — PR da N\ EE 10 2 2 FE s A A
R EAN T . EAPITTEMAENE,
M e anR f k&, I iRttt B i
TR . DeeBERT @i #E BERT
R — 2RI R IR S, s E 2
LA B aE R FURYLRE T 4]

FlashDecoding,

JE B ELAE R AL, W R AR R
WEE, AR AR AR R, AT
P, Vincenti 704 HEAULLM H A
FCRR K, SRR R T B
VTR LA B, TR AR T 2
oo NI, At T 32 H Vocabulary
Pruning, 7£#fEWr I o8 &M Arid sl & E 57
LR . BARRY, WHILREN G R —
BAETY, SR 5 AR A4 BB e 4% 175 50 A 4%
/NHIGEIT #E . EE-LLMU7 DL Megatron—
LM JyHefily, SEHLT 25 R 410 5B 5k
BT AP RE AL, ALFE — M ik eIt
TR ek IR I 2k B AR I 52 1A 4% 178 1 42
T7HE L — TR TR IR T A Ze v R A ]
FHAET S R EM KA ENEOR, B
FHFIE KV Cache #2451 F IR HEH T,
T B EE AR

2.3 &Gk

RG A L BEALSE NES R, 5
PR R B DL R AL T 3 N T T . &R
Al 2 G5 AL L T T R 7

R7 FAREMUEALLR

o [n'a Ay SR fvE K A ARME S LS ARk
g 20236 o BeE b RME B B B
AT RLIAL vLLM"™ 20234 T e [ it [ [ [
LightLL.LM® 20244F B e [ 29 S e By
FlexGen! 20234 H [ B 1% B Bem g
PowerlInfer®! 2023 4F e =n =2 % =2 f=a =
SR G
Powerlnfer2!®! 2024 4% f=a =n =2 Bk = = =
FastDecode!®! 2024 4% WE = 0 G W W 5
ORCA® 20224 [ h BT B B B
Epndsziit Deepspeed—fastgen® 2024 4F ESgn = =8} A% I ESgen e
BatchLLM® 20244 W Ha [ [ B ] ]
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RSB

M LLM HEWT R, W R Am B K
B, & KV Cache [ B AEN FE 1R
K

2.3.1

o UBAh, LLM A% H SCACK B T B AN [
E, RENFENZSEZ D VA, S35
RAEZFIR . R LLMARIEEAIE K
TR e KAC FE TG 73 B Ak 23 (] o (LA
WSR AR AT A A A B, R T A A
S BAERE, SN R 4
BCACEER B, DA 15043 T 25 [A) AT 2 o
(SR E AN BN, 5RIER
GHNFSI—, SN IKESS
HRKEMEHFERA BT, A, vLLM™
BT BRE RGN NAE 73 TURTE, 41ROk
i i, vLLM A KV Cache 43 Bt % £t [ 2
BERAEA DU, T K S04 B 1) 8 55 B A 4 T
B WS B B S B A T, TR
SRR . A, EREHTEA
i &# (copy-on-write) #L#l, RIHAE
T EE B N A =, T KR PR
& %5 M. & vLLM B & f ko,
Light LLM® s F 55 4f k7 J& 15 KV Cache
CR 4 BB KV AR — S BT R AL B
AR =) 70 SR A L 3 5
FEAE IR R o

232 RHAFREEE

4 GPU RAF VIR Ak I, AT DA &
T EL R D ) S TR, AR R TR 1
CPUWFEH ., CPUMHAERERK, HE
BERGE RS, F UL I R
PN, —E - asdE, B
— R EUM R R R B
FlexGen™ "l & T — A T 45 46 B Sk Aff 72 %L
i fE CPU F1 GPU b i 8 19 JF 85 DL 7
CPU 5 GPU Z [ EERIFF4S, I RARIX
AT A AR SR A 5 £ 43 il 7E CPU 1 GPU

ER B mIE Tk ok g, BRI
— LA 0 R0 T — #E R A T 2
547t HES . SCER81E I L ke
K, LLMH{UAbaEMET (F
SCRRMZETT) EAF T NG T ORF e
SERAS, MHRKRESMET (X
N RETT) WEOE RS S Bk A N2
PR, T —KI, Powerlnfer®% i
T —FpAIH I GPU-CPU IR & i FE 2844
B EBOE R E T TS n# 2 GPU A
SEELPR AT R], TR AR Y 4 2
ot & i CPU @ 17 3 & 4
Powerlnfer2® f£ Powerlnfer i & il I,
=R T =N 2EMAETIE, "L
T R LLM W7 9 2B Be g oE S ok g o it
Ob, BIINT 43 B & 50 G2 A7 R AL FE
ZICERE Ik 2, AR F B T
H A [ i A0 I 22 TR B2 10 170 #8151
K IT44 . FastDecode®™ % ] 7 —NFE 51 4%
AR E R R, DU KRR B s> CPU
FGPURZH:, CPU E TR S B4
T F I A E R IE . 8T PRFER IE
g, Al R TR AR km AR
Gt SR P B CPU LAF T
(CPU worker) [q] I AbHE, fs /3 81 ) A
JERIFIRIE o

233 #tabiE

LLM 7£ 2 IR 55 N 5 7 22 AR R H
ZA M IER, I 2R 2 A5 K1
H— AR — R, AR, AR
i SCARK AR, R — Se i SR 7 A1 K
FEMRE, e AT EE A AR E
SREHG A GER ], X LEER MMM Z
Wiy 52 [ SE . ORCABYBI 7 1tk bR J 7 e £k
HEALFEALH], ZBARFEDF IR 55 37 5t
(T SR S AP R I, A 58 A HE 35 R 5 Bl I
SERP 2 AR AR, B TN S B A SR HEAT
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3, fEHERT, FMERE RS R
2 AN IERAERL, B A B FiUE 78 5l
R B, HETiX—i, mREii—F
P2 H T A A SR A AL EE T %
Deepspeed—fastgen™ 7F Ih E: Al E5] AT
SEIREHOR, Z AR E SR UR
wiEREFFIGEE R T 7, BE524
S MRADIE SR AT IR G AL X AT Ty
EA P T ARNER R TR, I
TV BT IE SR S AR I TR 2 PR T R 5
B 4E . BatchLLM®ZE 4 5 75 il N 1
WAR IR A TLRTSE, T R HT2 1 KK
B — W B DU L E ] KV BT 3C. [H
M EEHHTIEK, HFELHERAREK
FERG LB I SR, DA B 47 MUK i A &
HEHMAUE TSRS, JFRNH AN AFER
HRUO A BT AR SR AT™ R 4 AL AL BRI,
XA T RS GPUKMF HZE, &h,
BatchLLM i fl 7 it & U AL BT 28 4L =3
BN, DA BB RN A N A S B4

3 BESRE

M LLM SRR ol A g, Hpeab i
B SCOoR . SRTITAE LLM HET I 40
R ASCARMRAS, ATRES FEEAHFEL
TR I A S 25 i 1o 5 — R A7 R AL
AAART AL LM FEAC SCARHE BT I PR 2003,
FHAE LLM B 5 SU A — D S BE

BUA BB F E W] LA o BERLAEAE |
R RENMK 3K, FRIULITE
WAEARMNMEL, EHTARNZTR,
JEEAEMERE . R MARERETTH A
VNG It b N a7 Wk S LN =Ly I N
T e RO T A DA R R IR 4 SF RO
BB A2 O 45 050 vy 9 FELRE 8 19 1] I A 25 9 2D
R SHRTT AR, (AHIF AR,

Hid BE U T 8 S E0Rs E IR R Rz AL

TR PRI L T TR T AR AR R
AR AT, W I AT R . AT
PSR LUK o S50 T 0 S5 AR S BR s R
B, AHFCRCR e REAR TR A2, A
FHABF S REF HHEFIM, HiErER
THEE. R2EfibEd nEsRmr.
MR U5 B DL LA B SFHR, BRI S A
A FE BN SR R, (BESEIR
ARPER, FRE AR AR, H R
I T 9 1k BB 42 T AT BB A an AR LTS A AT 3 4R

(AT
Bz, BARAAT IR AR B ARG

THZt R, (HREPDRFABEEE TR
% . LIRS FREE . LIS T
ERER . U EABSE N, HEMhA
KEVELEMIT 5 TT AMEARER

B EMmmtES s &G . BAWMR
R A, (B E R feish
A B B WS B R, #E— A TU AT
B, P — R, A MoE %28
M, AT DAFE NG 4 RS 8 A 175 000 TS B s R
AT HERT, ARORTT AR R WA fE T 24155
PR AR ABE A B R R X R T i

FLIR R A TR AR Y o U A o BT L
A0 S4"f0 Linformer!™ 46 i@ i R & 25 7]
T AR R A (UL A & SR 1) Ak B 3 32
(EANfAT FEAC R AR 5 JR BB A5 B 2 [ 2 3
PEH A, MRARTFEE RN B 5 5L,
WEGE, FERI 2 FE S T 3L 1 ] N OR A
A AT 55 B I

BEEERAMMAEEEER, REY
AR S BoR (W GPTQ™, LLM.
int80"") TRy REFE T RIS M, (Han
AT BHGF Hb 25 S AR, W 0E B AN (R
GPU, 5kE 4B HIT (tensor processing
unit, TPU) MITFEZRMRACIERE, 3F
T2, B IE L AL B iR
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T A A SR AR TR B P ) — R O B AT

wEin e s BN O, KX
AR T ) — S Pk A e v R B R T
12,0 A Mamba*" G &k H 7 —F e HE
P R 4 50 iR R U7 =0, B
aefgE gt — S, PUEMARK W BT
SCHIN, SR AR EE fF ST (A

Zi BATIR, LLM SO I W7 2SR 7R R
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